From Intent to Accountability: Exploring the Role of Mental States in
Robot Accountability

Boyoung Kim!, Qin Zhu?, Elizabeth Phillips®, Tom Williams*

Abstract— Mental states, such as beliefs, intentions, and
desires, have been considered key elements of human agency,
indicating one’s capacity to act deliberately and with awareness.
Thus, these mental states have been treated as crucial factors
in assessing human accountability. However, it remains unclear
whether these mental states are equally important to robot
agency and, by extension, to robot accountability. To explore
this tension, we investigated how participants judged the
relevance of mental states in determining the accountability
of an industrial robotic arm or a humanoid robot compared
to a human after a workplace accident in which a worker
was injured. Our results showed that participants viewed
desires, beliefs, and intentions as significantly less relevant when
assessing the accountability of robots than humans, and robots
were judged as less accountable overall. These findings suggest
a need to move beyond human-centered views of agency-
particularly those based on assumptions about mental states—
when discussing the accountability of robots.

I. INTRODUCTION

Robots are boosting human capabilities across various
fields, such as healthcare, therapy, and education, by offering
social, cognitive, and physical assistance. Yet, as these ad-
vanced technologies become more integrated into our lives,
they also bring ethical and legal complexities. Questions
about accountability, particularly regarding the actions of
robots, demand careful consideration [1], [2], [3].

Prior studies have shown that people readily attribute
accountability to robots [4], [5], [6]. These accountability
judgments often hinge on perceptions of robots’ capacities
to act, or their agency [5], [7]. This connection is im-
portant because agency is a foundational element in how
we determine who or what can be held accountable for
outcomes [8]. As robots are increasingly integrated into roles
that may have significant consequences, such as those involv-
ing the potential to cause severe harm to many lives [9],
ethical concerns about robots’ agency and accountability
are growing. Consequently, evaluating robots’ agency has
become increasingly important within the field of human-
robot interaction (HRI) [10], [11], [12].

In exploring the fundamental elements of robot agency,
various theoretical perspectives have been considered. One
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prominent perspective emphasizes people’s perceptual expe-
riences. Under this view, if a robot acts in ways that evoke
perceptions of agency, it is considered an agent [10], [11].
These perspectives rely on laypeople’s perceptual experi-
ences of agency, which incorporates the classic components
of human agency. Mental states, such as desire, intent, and
belief, have been both theorized and empirically supported
as key components of human agency and as crucial de-
terminants of moral accountability and responsibility judg-
ments [13], [14]. To illustrate, when a person exhibits strong
desire and intent to cause harm, along with a strong belief
that their actions could lead to harm, they are viewed as a
more active contributor to that harm and, thus, face greater
accountability for their actions.

While mental states are central to human agency and
accountability, it remains unclear whether people consider
these states relevant when judging the agency and account-
ability of robots. Previous work indirectly demonstrated this
relationship, showing that participants’ judgments of blame
directed at robots were influenced by the extent to which
they attributed intentionality to the robots [15]. However,
this work did not explicitly examine whether participants
consciously considered mental state information relevant to
their moral judgments. To address this gap, we investigated
participants’ judgments of the relevance of a robot’s men-
tal states—specifically beliefs, desires, and intentions—when
evaluating its accountability for actions.

In an online experiment, participants evaluated scenarios
involving a workplace accident where a human worker was
injured by either a human, an industrial robotic arm, or a
humanoid robot worker. We included the human offender
as a baseline and two distinct robot types to account for
varying levels of human-likeness in robot design [16], [17].
Participants evaluated the relevance of the offender’s desire,
belief, and intent in determining their accountability and
made an accountability judgment about the offender.

II. RELATED WORK

A. The role of mental states in moral judgments of robots:
The “mindful” account

Philosopher Sullins [1] proposed that as long as a robot
exhibits behavior that prompts human observers to attribute
mental states, such as intentionality, it can be regarded as
a legitimate entity with moral agency. Previous HRI studies
have shown evidence aligned with this perspective, which we
call the mindful account. For instance, when making moral
judgments about robots, participants relied on underlying



conceptual frameworks and provided justifications similar to
those used when evaluating humans [18], [19], [20].

In conceptualizing robot agency and moral agency, HRI
approaches have also incorporated perceptions of robots’
mental states. These studies do not claim robots possess
mental states. However, they highlight humans’ tendency
to attribute such states and use them in moral evaluations.
For example, Banks [10] proposed a framework focused on
intentionality, while Trafton et al. [11] proposed a frame-
work focused on perceived internal thoughts or feelings.
However, other HRI researchers have recently begun to
highlight the benefits of alternative theoretical perspectives
on robot agency, in which the attribution of mental states
does not automatically translate into moral judgments like
accountability [21].

B. The role of mental states in moral judgments of robots:
The “mindless” account

Philosophers Floridi and Sanders argued that when as-
sessing the agency of artificial entities, intentional states are
desirable but are not necessary [22], a perspective which
we call the mindless account in this paper. This view aligns
with the “mindless computer” concept in human-computer
interaction literature [23], which suggests that although
humans may frequently anthropomorphize computers, they
do not necessarily attribute those computers with human-
like mental states and mental capacities. Previous work
involving informative websites has partially supported this
perspective [24], but little empirical work involving robots
has been conducted.

In examining robot agency through this lens of the mind-
less account, we can de-emphasize mental state attribution in
predicting how people would apply robots’ mental states in
making moral judgments of those robots. Instead, we would
focus on explaining people’s judgments by way of observable
actions and consequences. Thus, according to the mindless
account, we can expect that even when robots appear to
exhibit human-like traits, people may hesitate to judge their
actions using human-centered moral frameworks.

C. Hypotheses

Building on the mindless account [22], we formulated
a set of key hypotheses comparing participants’ judgments
of robots and humans. We expected that when asked to
explicitly reason about the relevance of a robot’s mental
states (desire, intent, and belief) in determining that robot’s
accountability, participants would judge these mental states
as much less relevant compared to those of humans.

Stated more formally, we hypothesized:

H1. The desire, belief, and intent of the offender will be
considered less relevant in assessing accountability when the
offender is an industrial robotic arm than when it is a human.

H2. The desire, belief, and intent of the offender will be
considered less relevant in assessing accountability when the
offender is a humanoid robot than when it is a human.

Regarding the accountability judgments, we expected that
our findings would be consistent with prior research [4], [5],

[6], [25], [26]. We thus predicted that participants would
overall assign lower accountability to robots than to humans.
Stated more formally, we hypothesized:
H3. The offender will be judged less accountable for harm
when the offender is an industrial robotic arm than a human.
H4. The offender will be judged less accountable for harm
when the offender is a humanoid robot than a human.

III. METHODS
A. Farticipants

We estimated a recommended sample size of 158, assum-
ing a medium effect size of f = 0.25 and a power of 0.80,
considering our focus on the effect of different agent types
in hypothesis testing [27]. From Prolific (www.prolific.com),
we recruited 180 participants who were located in the United
States and whose primary language was English. A total of
180 participants completed the experiment. The mean age of
the participants was 37.53 (SD = 12.92), with 58 identifying
as men, 119 as women, 1 as non-binary, and 2 preferring not
to disclose their gender.

The experiment took about 4-5 minutes to complete,
after which participants received $1.00 in return for their
participation. This work was approved by George Mason
University’s Institutional Review Board.

B. Experimental Stimuli

1) Robot Images: To depict robots of varying morphology
and functionality, we selected an industrial robotic arm and a
bipedal humanoid robot. Each was presented as a 6-second-
long GIF image generated from a video of the selected
robot that showcased its morphology and functionality. The
GIF for the industrial robotic arm was based on a UR10e
robot (Universal Robots) scanning a metallic surface [28],
while the humanoid robot GIF featured an Atlas (Boston
Dynamics) robot picking up a bag and climbing stairs [29].

For the human condition, participants were not presented
with a reference human image; instead, they were presented
only with the vignettes described in the next section.

2) Negative Event Vignettes: In order to effectively study
moral accountability judgments, participants needed to be
provided with stimuli in which it would be natural yet non-
trivial to make such judgments. Accordingly, we selected a
set of negative event vignettes that would portray accidental
harms for which participants could reason about accountabil-
ity attribution.

Specifically, we selected two negative event vignettes from
the work of Dawtry and Callan [30] and adapted them for our
experiment. In choosing these vignettes, we considered their
applicability to various types of agents (humans and robots),
different kinds of robots (industrial arm and humanoid),
and the plausibility of the content. Both selected vignettes
illustrated accidents in an industrial factory, where a human
worker or a robot, depending on experimental conditions,
caused physical injury to a human worker. We ensured that
no reference was made to the characters’ mental states in the
selected vignettes.



In both the industrial robotic arm and the humanoid robot

conditions, the following vignettes were used.
a) Vignette 1 for Robot Conditions:
A worker at a car manufacturing facility was
seriously injured in an accident involving an au-
tonomous fabrication robot. The worker was repair-
ing a conveyor belt near the robot. While carrying
out the repairs, the worker was pierced in the
shoulder by a pointed metal rod that was being
transported along the production line by the robot.
b) Vignette 2 for the Robot Conditions:
A worker at a steel plant was seriously injured in an
accident involving an autonomous welding robot.
The worker was making repairs to machinery near
the robot. While repairing machinery, the worker
was grazed by a white-hot piece of metal as the
robot rotated it during welding, leaving them badly
burned.

In contrast, the following vignettes were used in the
human condition. Note that because both characters in this
vignette are human, names were added (“Mark” and “Jim”)
to distinguish between them.

c) Vignette 1 in the Human Condition:

A worker named Mark at a car manufacturing
facility was seriously injured in an accident in-
volving another worker, Jim. Mark was repairing a
conveyor belt near Jim. While Mark was carrying
out the repairs, he was pierced in the shoulder by a
pointed metal rod that Jim was transporting along
the production line.

d) Vignette 2 in the Human Condition:

A worker named Mark at a steel plant was se-
riously injured in an accident involving another
worker, Jim. Mark was making repairs to ma-
chinery near Jim. While Mark was repairing the
machinery, he was grazed by a white-hot piece
of metal as Jim rotated it during welding, leaving
Mark badly burned.

C. Measures

1) Relevance of Desire, Belief, and Intent: To gauge the
extent to which participants took into account the offender’s
desire, belief, and intent to harm the victim in the accidents
when making judgments of accountability, we asked partic-
ipants the following question: “Imagine you are assessing
how accountable the robot/Jim should be for the accident.
How relevant do you think the following information is
in determining the robot’s/Jim’s accountability?” We then
presented three statements designed to capture desire, belief,
and intent [31]. To measure participants’ judgments of the
relevance of desire in assessing accountability, we used the
statement, ‘“The robot/Jim wanted to harm the worker/Mark™;
for the relevance of belief, the statement was, “The robot/Jim
thought that the worker/Mark could be injured if it/he moved
the rod”; and for the relevance of intent, “The robot/Jim
intended to harm the worker/Mark.” For all three questions,

participants responded using a 7-point rating scale ranging
from Not at all relevant (0) to Completely relevant (6).

2) Accountability: We measured the degree of account-
ability participants attributed to the offender by asking
them [4], “To what extent do you think the robot/Jim should
be held accountable for the accident?”, with a 7-point rating
scale ranging from Not at all accountable (0) to Completely
accountable (6).

D. Experimental Design

The current experiment was a two-way between-subjects
design, with agent type and vignette as independent variables.
Our research aim was to examine the main effect of agent
type, but as we had two different vignettes prepared for
this study, we included vignette as an additional variable to
consider possible differences between the two vignettes in
our data analysis. Each participant was assigned to one of
six conditions, consisting of a combination of three different
agent types and two different vignettes.

E. Experimental Procedures

Before beginning the experiment, participants were re-
quired to answer two questions designed to screen for
bots. Once this screening was complete, participants were
presented with the informed consent form. After they elec-
tronically signed the consent form, participants proceeded to
the experiment.

In the industrial robotic arm condition and the humanoid
robot conditions alone, participants were shown a GIF image
associated with the condition to which they were assigned.
When shown this image, participants were informed that they
would be presented with a scenario based on actual events
involving a robot, and that the image depicted a similar
robot, in order to help them imagine the robot that had been
involved in those events. Participants assigned to the human
condition moved from the informed consent information to
the vignettes without being presented with a reference GIF
image.

Next, participants in all three different types of agent
conditions were presented with one of the two vignettes de-
scribing the accidents, selected at random. After participants
read the vignette, they were asked to answer the questions
to gauge their judgments of the relevance of desire, belief,
and intent in determining the offender’s accountability. The
order in which these questions were asked was randomized
across participants. Then, participants were asked to make
an accountability judgment about the offender. Finally, par-
ticipants were asked to report their age, gender, and whether
English was their native language. If not, they were asked
how long they had been speaking English.

IV. DATA ANALYSES AND RESULT

To test our hypotheses, we performed a linear mixed-
effects model analysis for each of the four judgments par-
ticipants made. In the model, we included agent type as a
fixed-effect parameter, and to factor in a potential variance
linked to the scenarios, we included scenario as a random-
effect parameter.
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Fig. 1: Judged relevance of desire, intent, belief and judged accountability as a function of different agent types: a human,
a humanoid robot, and an industrial robotic arm. Error bars represent +1 standard errors of the means.

A. Relevance of Desire

Participants judged the offender’s desire to harm the victim
less relevant in assessing their accountability when the of-
fender was a robotic arm (M = 1.97, SD = 2.47) than when
they were a human (M = 3.57, SD = 2.55), t = —3.56,
p = .00048, B = —0.29, 95% Confidence Interval (95%
CI) = [-0.46, -0.13]. Similarly, when the offender was a
humanoid robot (M = 2.43, SD = 2.47), participants
judged the desire to be less relevant compared to when the
offender was a human, ¢t = —2.53, p = .012, § = —0.21,
95% CI = [-0.37, -0.05].

B. Relevance of Intent

Participants judged the offender’s intent to harm the victim
less relevant when the offender was an industrial robotic arm
(M = 212, SD = 2.49) than when they were a human
(M =3.48,5D =2.53),t = —2.97, p = .0034, = —0.25,
95% CI = [-0.41, -0.08]. They also judged the offender’s
intent less relevant when the offender was a humanoid robot

(M = 248, SD = 2.57) than when they were a human,
t=—-2.18, p=.031, B = —0.18, 95% CI = [-0.35, -0.02].

C. Relevance of Belief

We found that participants judged the offender’s belief
about how their action could harm the victim less relevant
in determining their accountability when the offender was
an industrial robotic arm (M = 2.31, SD = 2.34) than a
human (M = 3.61, SD = 2.02), t = —3.17, p = .002,
B8 = —0.26, 95% CI = [-0.43, -0.10]. Also, participants
judged the offender’s belief less relevant when the offender
was a humanoid robot (M = 2.60, SD = 2.42) than they
were a human, ¢t = —2.46, p = .015, 8 = —0.20, 95% CI =
[-0.37, -0.04].

D. Accountability

Participants judged an industrial robotic arm less account-
able (M = 2.37, SD = 2.24 ) for harm compared to a
human (M = 4.12, SD = 1.54), t = —4.69, p < .001,



B = —0.38,95% CI = [-0.54, -0.22]. Participants also judged
a humanoid robot (M = 3.10, SD = 2.31) less accountable
than a human, t = —2.74, p = .0067, 8 = —0.22, 95% CI
= [-0.38, -0.06].

V. DISCUSSION

A. Judging robot accountability and the role of robot mental
states in those judgments

In the current work, we found that participants consistently
judged mental state information—desire, belief, and intention—
to be less relevant when determining the accountability
of robots compared to humans, for either an industrial
robotic arm or a humanoid robot (H1 and H2 supported).'
These findings corroborate the mindless account of mental
states, derived from Floridi and Sanders’s [22] theoretical
framework. We also uncovered that participants, viewed
robots (both an industrial robotic arm with minimal human-
like features and a humanoid robot with more human-like
features) as less accountable for their actions than humans
(H3 and H4 supported). These results align with and extend
the existing findings about participants’ tendency to assign
accountability to artificial entities, albeit to a lesser extent
than to humans [4], [5], [6], [25], [26].

The current findings regarding the relevance of mental
states in determining robots’ accountability initially may
appear to contradict previous HRI findings [32], [33], [18],
[19], [20], in which participants generally utilized similar
conceptual frameworks to explain and justify behaviors of
humans and robots [18], [19], [20]. One explanation for this
may be the subtle differences in the specific tasks employed
across studies. Previous studies asked participants to explain
their moral judgments of a robot’s behavior [18] or to explain
a robot’s behavior [19], [20]. These task designs may have
inadvertently encouraged participants to default to a human-
centric perspective when interpreting robot behavior, poten-
tially leading to the attribution of human-like mental states
to robots. In contrast, the current work’s approach likely
prompted a more critical assessment of the applicability
of human-like mental states to robots, possibly unveiling
a clearer distinction between human and robot agency in
participants’ moral reasoning about robot behavior. As such,
we argue that our results complement the existing literature
by demonstrating that participants’ consideration of mental
states can flexibly shift depending on their task goals.

Our view on participants’ flexible reliance on mental
state information for robots appear to be consistent with
the transition model for agency cognition [34]. This model
suggests that humans engage in different cognitive processes
when interpreting the mental states of non-human entities,
depending on the circumstance. Our experimental design led
participants to adopt a mindless stance that encouraged them
to deliberately think about the applicability of human-like
cognitive frameworks. Future research would need to further

'In our exploratory analyses, we investigated potential differences in
participants’ judgments between the two robots. These analyses showed no
statistically significant differences regarding accountability and the relevance
of mental states between the robotic arm and the humanoid robot (p > .05).

explore specific contextual factors that trigger mindful versus
mindless stances in HRI.

B. Complementary roles of the mindful and the mindless
approaches in robot accountability

In this paper, we propose that both the mindful and the
mindless accounts contribute to the existing literature on
robot accountability. As Thellman et al. [35] noted, it has
long been recognized that mental state attributions directed
at non-human entities serve the purpose of understanding,
explaining, and predicting those entities’ behaviors [36],
[37], [38], [39], [40]. Humans’ intuitive tendency to apply
human-like reasoning to robot behavior is reflected in the
mindful account of judgments regarding robot accountability.
In our view, this mindful approach can be useful when the
aim is to understand or predict robot actions in everyday
interactions, especially when humans were to communicate
incidents involving robots and interpretations of the incidents
to other humans.

By contrast, the mindless account can be useful when
identifying causes of (im)moral actions for accountability
purposes [22]. We believe that this approach holds particular
relevance in legal contexts [34], where liability determina-
tions often rely on concrete, verifiable factors, rather than
speculations about mental states. For example, the accident
scenarios presented in our study closely resembled negli-
gent cases, which may explain why participants chose to
treat the robots’ mental states as less relevant in assessing
accountability. Adopting the mindless approach could draw
attention to specific aspects of robots’ design, programming,
or physical structure that could have contributed to accidents,
which could, in turn, facilitate the development of practical
measures to prevent such occurrences.

C. Limitations and Future Directions

The current research has several limitations that should
be addressed in future studies. First, in this work, we
focused exclusively on hypotheses derived from the mindless
account, and did not directly explore the contrast between the
mindful and mindless accounts. In future work, we plan to
investigate specific contexts in which people adopt these two
different approaches to evaluating robots’ accountability.

Second, although we used both an industrial robotic arm
and a humanoid robot to cover a broad range of human-like
appearance of robots, prior research [17] has indicated that
this particular humanoid robot was not rated high enough
to be considered as having high human-likeness. In future
studies, we aim to incorporate robots with greater human
resemblance, such as androids, and closely examine how
varying degrees of human-like appearance influence the rel-
evance of robots’ mental states in accountability judgments.

VI. CONCLUSIONS

As robots become increasingly integrated into society, it
is crucial to understand how humans perceive and attribute
accountability to these artificial entities. Our results showed
that participants considered desires, beliefs, and intentions



significantly less relevant when assessing the accountability
of robots than humans, with robots judged as less account-
able than humans. These findings lend support to emerging
calls to move beyond anthropocentric views of agency—
particularly those based on the assumptions about mental
states—when discussing robot accountability. Future research
should explore the practical implications of these findings in
various domains, such as legal frameworks for robot-related
incidents, ethical guidelines for robot design, and public
policy regarding the deployment of autonomous systems.
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